S

7/

Whamcloud

AIB KUV —5EIFA ML —S
Lustred5KU'DDN EXAScale

(4,

Whamcloud/DDN Storage
HIFE—

2020/12/04




e BE=EDILKRZHITSHPCA ML

@ 10 Perf (GB/s)
m Capacity (PB)

Riken K (#1)

LANL Trinity (#6)

NCSA BlueWaters
ORNL Spider 2 (#1)

a1

-

TACC Frontera

ORNL Frgntier

NSCC Tianhe-2A (#4)
Cambridge DataAccel (flash) (#87)

<
UK MetOffice (#11)

ori (#8)

S Hazel Hen (#8)

ANL Mira (#3)

TACC Stampede (#6)

ORNL Jaguar (#2)

1O Perf ~1.36x per year
<

PNNL NWFS2

NOAA Gaea (#32)

CEA Tera 100 (#9)
CSCS Piz Daint (#6)

TACC Stamp%de (#6)

LLNL Sequoia (#1)

- LLNL SequEia (#1) 0; NUDT Tianhe-2 (#1)
NASA Pleiades (#7) 1 Kaust Shaheen Il (#7
@  ORNLTItan (#1) QTOTAL Pangea (#11) 3
DKRZ Mistral (#33)
Sunway Tai@.l

LLNL aggregate

<
DKRZ Mistral (#33) —gg
NE

PACS Oakforest (#9)
TACC Stampede2 (#12)

ight (#1)

< LANL Astra (flash

ANL Theta (#16) ENI HPC4 (#13)

TACC Frontera (#5)
- NERSCS (flash)
[

LANL Trinity (#6)
|

ENI HPC4 (#13)

CEATera 10 (#19) 2

TACC Ranger (#2)

TiTech Tsubame 1 (#7)
Sandia Red Sky (#10)

Sandia Red Storm (#6)

LLNL BlueGene/L (#1) €
NERSC Franklin (#9)

@

TACC Lonestar (#12) &
Sandia Red Sky (#10) [l

LLNL Thunder (#2)
¢ NCSA Abe (#14)
ORNL Kraken (#8)

NCSA Tungsten (#4

PNNL HPCS2 (#5)
TiTech Tsubame 1 (#7)

LLNL aggregate
CEATera100(#9)  Jll

U Big Red (#42)
ORNLJaguar (#2) Wl Tiech Tsubame 2 (#5)

NSCC Tianhe-1A (#1)
T

|
ORNL Spider 2 (1)

ANL Mira (#3)
NCSA BlueWaters 1Tl Pangea (#1

DKRZ Mistral (#33)

NASA Pleiades (#7)

) NUDT Tianhe-2 (#1) R

CSCS Piz Daint (#6)

]
—ﬁ—onm
ielo (#6)

g PACS Oakforest (19) o NSCC Tianhe-2A (#4)
Kaust Shaheen Il (#7) TACC Stampede2 (#12)
KISTI NURION 10
HLRS Hazel Hen (#8) ANL Theta (i#16)
[}
LANL Astra (flash)
T 1

Capacity ~1.38x per year

T

T

UNLMER (13) @ LLNL BlueGene/L (#1)
- ACC Ranger (#2)
~ Sandia Red Storm fs2 (#6) Jll——— CEA Tera 10 (#19) onestar (#12)
NERSC Franklin (#9)
) PNNL NWFS2
Sandia Red Stor| j ﬂ Big Red (#42)
= LSU Queen Bee (#23)
- 0.1
- 0.01

NCSA Abe (#14)

NCSA Tungsten (#4)
LLNL Thunder (#2)

LLNL MCR (#3)
[}
PNNL HPCS2 (#5)

200MB/s Quadrics Elan3
640GB

120GB 320GB
2006

2002

2004

HDD Capacity: ~1.32x per year = Network Speed: ~1.32x per year
HDR IB 20GB/s
4TB

3TB

2TB
2012

2010

16TB

12TB
2020

6TB
2018

2014 2016

)

SR .

= nn

200GB

2008
Source: Rock Hard Lustre, Nathan Rutman, Cray (with updates for recent years); Disk Drive Prices (1955-2019), John C. McCallum
[Lustre:The Next 20 Years(*RMD204)] . ISC19. Andreas Dilger

DDN ©2020 DataDirect Networks, Inc.



Lustre(dBEFEHPCA ML —>%ZU—R

% of Top100
= N w S Ul (o)) ~N (00] (o)
o o o o o o o o o

o

© 2020 DDN

SC10 SC11

Topl00Y -1 bCH TS LustreDEIS

SC12 SCi13 SCi14 SC15 SCie SC17 SC18 SC19 SC20

10

% of Top500

ElTopl0
=®=T0pl100

0O don



KIEIRAIBREETELustreh A

Al Bridging Cloud Infra

| SELENE@NVIDIA
© 2020 DDN | | o ddn



Planned Lustre Feature Release Highlights S:B
Whamcloud

» 2.14 nearing release, with several important additions
* DNE directory auto-split — improve usability and performance with multiple MDTs (WC)
* OST Pool Quotas — manage space on tiered storage targets with OST pools (Cray/HPE)
* Client-side data encryption — persistent encryption of data from client to disk (WC)
» 2.15 feature development already well underway
* Client-side filename encryption — persistent encryption filenames from client to disk (WC)
* File Level Redundancy - Erasure Coding (EC) — efficiently store striped file redundancy (WC)
* LNet IPv6 addressing - allow over 32-bit addresses, more flexible server configuration (SuSE, WC)
» 2.16 plans continued functional and performance improvements
* Metadata Writeback Cache (WBC) — low latency file operations in client RAM (WC)
* File Level Redundancy - Immediate Write — write to mirrors directly from client
* Dynamic inode allocation for Idiskfs - improve flexibility for DoM and large OSTs

whamcloud.com



Improved Client Performance (2.14+) S:B
Whamcloud

» Improve parallel client readahead (LU-12043, LU-13386, LU-13412, WC)
* Parallel readahead for single user thread (e.g. "dd") from 1.9GB/s->4.0GB/s

» Improved strided readahead (I0-500 ior-hard-read) (LU-12518, LU-12644, WC)
* Detect and handle page-unaligned strided reads

» Asynchronous Direct 10 (DIO/AIO, LU-4198, WC, Uber)
* Improved 4KB random |0 via 1ibaio (write 100k->266k IOPS; read 80k->610k IOPS)
2.14 P Working io_uring with kernels 5.1 and later (LU-13801, WC)
2.15 P Improved mmap readahead chunk detection (LU-13669, WC)
* Reduced pagefault latency, avg 512usec->52usec, max 37/msec->bmsec

whamcloud.com


https://jira.whamcloud.com/browse/LU-12043
https://jira.whamcloud.com/browse/LU-13386
https://jira.whamcloud.com/browse/LU-13412
https://jira.whamcloud.com/browse/LU-12518
https://jira.whamcloud.com/browse/LU-12644
https://jira.whamcloud.com/browse/LU-4198
https://jira.whamcloud.com/browse/LU-13801
https://jira.whamcloud.com/browse/LU-13669
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